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Guardrails, Questions, and Healthy 
Skepticism 

A Practical Guide to Responsible AI Adoption for Associations 

What your team needs to know before adopting any AI tool — and what to ask when 
evaluating one. 

 
AI adoption in associations is moving faster than many organizations' ability to govern it. Staff are 
already using AI tools — often without organizational guidance — because the work still has to get 
done. The question isn't whether to start. It's whether your organization has given people something 
to stand on. 

This guide covers three things: what information should never go into an AI tool, what questions to 
ask any vendor before you commit to anything, and how to think about the difference between AI-
first and AI-infused products. Together, they give your team the foundation to move forward with 
confidence rather than anxiety as they consider next steps with AI. 

 

Section 1: What Should Never Go Into an AI Tool 

The most important conversation an association can have before broader AI adoption begins is a 
simple one: what information is off-limits? Not a vague "be careful,” but specific categories with 
clear reasons attached. 

Here's why the reasons matter: if you only give staff a list of restrictions, they'll follow it in the cases 
they recognize and guess in the gray areas. If you give them the reason behind each restriction, they 
can apply good judgment to situations that never made it onto any list. 

 

Banning AI tools doesn't stop staff from using them. It just stops you from seeing it — 
which means you’re still taking on all the risk while working with less information 
and visibility. 

 
The categories below are off-limits for non-licensed, public AI tools. For each one, the reason is 
included and should be shared with the team. The reason behind the rule will always hold more 
value for your team.   

 

CATEGORY WHY IT MATTERS 

 

Member records and 
personally identifiable 
information 

A breach of member trust is one of the hardest things for an 
association to recover from. Members share data with you in 
confidence. Protecting it is a core obligation. 

 



Dues and financial data Financial records carry legal and fiduciary obligations. Exposure 
through an AI tool could create liability, audit risk, or regulatory 
consequences. 

 

Board communications and 
strategic planning 
documents 

These contain deliberations that are confidential by design. Once 
in a public AI tool, you lose control of where that information 
goes. 

 

Personnel matters, HR 
information, and sensitive 
staff communications 

Employment law and basic trust require that personnel 
information remain protected. AI tools are not a safe channel for 
this category. 

 

Anything covered by a 
confidentiality agreement or 
legal obligation 

If you've agreed contractually to protect information, using an 
AI tool that may train on your inputs could constitute a breach 
of that agreement. 

 

THE RULE OF THUMB 

If you wouldn't post it publicly, don't put it into a non-licensed AI tool. Share this rule with 
your team — it's simple enough to remember and broad enough to cover most gray areas. 

 

Section 2: Questions to Ask Any AI Vendor 

Demos are designed to impress. Your job is to evaluate fit. The questions most people ask during a 
demo focus on features. But the questions that actually matter focus on fit, risk, and real-world use. 
What does this look like on an ordinary Tuesday, when a stretched staff person is using it under 
deadline? 

These questions apply whether you're attending a demo day, evaluating a vendor tool, or exploring 
whether to turn on AI features in a platform you already own. 

 

1 What can actually be configured versus what are we seeing in a controlled 
demo environment? 

Demos show the tool at its best. Ask what's static versus what your team would actually control. 

 

2 Who does the work to make this fit our organization — us or you? 

Implementation burden is often undersold. Know before you sign what internal resources are 
required. 

 

3 What happens to our data inside this tool. Where does it go, who can see it, 
and is it used for training? 

This is non-negotiable. If the vendor can't answer it clearly, that's your answer. 

 



4 Can I choose my own LLM, or is it fixed? 

Some tools lock you into a specific large language model. Others give you flexibility. Knowing 
which you're dealing with affects your risk profile over time. 

 

5 What are you doing to stay current with the LLM version? How does that affect 
cost? 

LLM token costs and version updates can affect your pricing and performance unexpectedly. Ask 
now. 

 

6 How many associations are actively using this solution right now? 

Social proof matters. A well-capitalized new company is different from a proven platform. Both are 
worth evaluating on their actual track record with associations. 

 

7 How do we test for accuracy — and what's the process when the AI produces 
something wrong? 

Inevitably, it will produce something wrong. The question isn’t if it will happen. It’s whether the 
vendor has a clear process for catching and correcting it, and whether your team does too. 

 

8 What limits can we put on data usage? How do we control what data the AI has 
access to? 

Governance requires that you control the inputs, not just the outputs. Understand your actual 
control surface before you commit. 

 

9 What does implementation realistically require in time, cost, and technical 
resources? 

What's shown in a demo and what it takes to get there are often very different things. Get specifics, 
in writing. 

 

10 What problems do you most tend to solve for associations? Which problems 
are still hard to solve? 

Vendors who are honest about limitations are more trustworthy than those who say yes to 
everything. The answer to this question tells you a lot. 

 

Healthy skepticism is just better questions: what's real versus staged, where does our 
data go, and what does an ordinary Tuesday look like. Ask those and you're 
evaluating fit, not getting sold features. 

 

Section 3: Understanding Risk | AI-First vs. AI-Infused 

As you evaluate AI tools — at Demo Day or anywhere else — you'll encounter two fundamentally 
different types of products. Understanding the distinction doesn't tell you which one is better. It 
tells you which questions to ask next. 



 

AI-FIRST 

Built on AI from the start 

The product wouldn't exist without AI as its 
core architecture. These tools are often 
innovative and powerful. They’re also more 
experimental. If the AI has a fundamental 
problem, the whole product has a problem. 
There's no walking it back. 

 AI-INFUSED 

AI added to an existing platform 

An established platform that has added AI 
capabilities to existing features. The core 
functionality exists independently of the AI. 
If the AI feature fails or is removed, you still 
have the product you started with. 

 
Neither category is automatically safer or better. The risk profiles are simply different — and 
knowing which you're looking at shapes the questions you should be asking. 

 

→  AI-infused risk:  You may not be getting the best AI, because it wasn't built into the architecture from 
the start. Think of it like making a website responsive retrospectively versus building responsive-first. It can 
work, but it carries constraints. 

 

→  AI-first risk:  The product is more experimental. If the AI runs into fundamental problems, the entire 
product is affected. There's no separating the AI from the tool. 

 

→  The question to ask:  Which risk can your organization actually carry? Who is carrying that risk with 
you? A more experimental AI-first tool may be fine if the vendor is a genuine partner who answers the 
phone when something breaks. A safer-looking AI-infused feature may still strand you if no one owns it 
internally. 

 

THE FRAMING THAT HELPS 

The label isn't the decision — it's the doorway to the right questions. Knowing whether AI is the 
foundation or an add-on tells you what kind of risk you're signing up for, and whether that risk 
fits where you're trying to go. Weigh the risk and the partnership together, because the support 
around the tool often matters as much as the architecture inside it. 

 

Technology With Purpose.  Strategy With Insight.  Experience With Heart. 

ellipsispartners.com  ·  info@ellipsispartners.com 
Pair this guide with the Ellipsis Partners Six Questions for AI Use and AI Use Principles for a complete AI readiness 

foundation. 
 


